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ABSTRACT

Robot learning has largely relied on human-teleoperated demonstrations to ac-
quire effective learnable behaviors. However, human-operated data collection
processes can be unintuitive, difficult to scale, and inherently asynchronous. We
explore an alternative: distilling physical behavior from general-purpose multi-
modal foundation models into deployable robot policies by using the foundation
model itself as an autonomous demonstrator. While sufficiently capable models
can generate successful zero-shot manipulation trajectories, repeatedly invoking
them during physical execution is slow and expensive, limiting their utility as
scalable data generators. As a solution, we introduce CAPEX, an experience-
conditioned demonstration collection framework that uses execution experience
from previous attempts to adapt how frequently the foundation model must observe,
reason, and replan. We evaluate across RoboCasa tasks and on physical Franka
and bimanual YAM-arm platforms, measuring task success, model calls, token
usage, collection time, and cost. We further train Diffusion Policy and ACT on
matched sets of human-teleoperated and foundation-model-generated demonstra-
tions to evaluate the downstream learning value of autonomously collected data.
We find that CAPEX increases the number of successful demonstrations by 4.3×
while reducing the cost per successful demonstration by 80%. Policies trained on
CAPEX-generated data approach the performance of those trained on matched
human demonstrations; with longer training, this gap largely closes for policies
trained from scratch. These results suggest that foundation models can serve as
scalable sources of reusable robot experience.
Project page: https://capex-paper.github.io/

1 INTRODUCTION

Learning effective robot policies has historically relied on human-teleoperated demonstrations (Zhao
et al., 2023a; Chi et al., 2023b; Zitkovich et al., 2023; Octo Model Team et al., 2024; Kim et al.,
2024) that are bottlenecked by human effort: teleoperation can be difficult to operate, demonstrations
must be collected through dedicated interaction, and scaling data requires scaling the corresponding
human labor (Qin et al., 2023; Wu et al., 2024; Zhao et al., 2023a; Chi et al., 2024). This bottleneck
has motivated methods that amplify limited demonstrations or increasingly automate robot data
collection (Mandlekar et al., 2023; Ahn et al., 2024; Liang et al., 2026). Now, increasingly capable
general-purpose foundation models offer a new source of supervision (OpenAI, 2026; Anthropic,
2026). Recent frontier multimodal models such as GPT-6 Astra suggest a qualitative shift in the
role of general-purpose intelligence in robotics. These models remove the need for any human
demonstrations and directly generate executable behavior for real-world embodied systems, producing
successful rollouts across settings including bimanual manipulation (Zhang et al., 2026), mobile
manipulation (Pantograph, 2026), and autonomous driving (DrivingBench, 2026). This emerging
capability raises a different possibility for robot learning: instead of relying on humans to directly
generate every robot trajectory, can we use general intelligence to autonomously generate physical
experience and then distill that experience into deployable robot policies?

We study this alternative paradigm, in which a general-purpose multimodal foundation model acts
as an autonomous robot demonstrator, and successful demonstrations become training data for
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Figure 1: CAPEX overview. All arms start from the initial state se of a human demonstration (CloseFridge
shown). (a) Teleoperation yields DH . (b) The base arm queries a frozen VLM once per waypoint. (c) CAPEX’s
VLM proposes a multi-waypoint plan with stated confidences qk (circles); the robot executes it until a later
waypoint’s calibrated probability p̂k (bars) falls below τ or execution stops, then queries the VLM again.
(d) Before each episode, all past attempts are summarized into Γe: calibrator weights we, which set how much
of a plan runs, and a VLM contextMe, which shapes the plan with the robot’s own successes Re and how
reliably each task phase has executed Be. Student policies are trained on Dours and DH . Dashed arrows cross
episodes.

downstream policies. The key challenge is that repeatedly invoking a frontier model throughout
physical execution is itself slow and expensive, limiting its usefulness as a accessible source of
robot training data. As a solution, we introduce Calibrated Adaptive Planning through EXperience
Collection (CAPEX), an experience-adaptive framework for efficiently collecting demonstrations
with a multimodal foundation model (see Figure 1). CAPEX reduces the cost of obtaining each
successful demonstration by learning when expensive reasoning is actually needed. Rather than
querying the model after every small motion, CAPEX allows it to propose temporally extended
waypoint plans and learns from physical execution how much of those plans can be executed before
reasoning again. Using physically self-supervised confidence calibration and bounded context from
the robot’s own previous attempts, CAPEX assigns a confidence score to each waypoint, allowing it
to commit to confident plan prefixes while returning to the model when later motions are uncertain.
At each decision, the foundation model proposes a variable-length waypoint plan together with a
reach probability for each waypoint. Execution outcomes from previous attempts recalibrate these
probabilities, allowing CAPEX to execute within a confident horizon while returning to the model
when later motions are uncertain.

Across RoboCasa and physical Franka and bimanual YAM platforms, we evaluate whether foundation
models can generate successful zero-shot manipulation trajectories, and further, whether they can
do so efficiently enough to serve as practical data generators. CAPEX increases successful demon-
stration collection from 12.5% to 53.6%, while reducing foundation-model requests per successful
demonstration by 84.8% (244 to 37), collection time by 83.4% (39.7 to 6.6 minutes), and API cost
by 80.0% ($9.15 to $1.83). Finally, we train downstream imitation policies on matched quantities
of human-teleoperated and foundation-model generated data to measure the learning value of the
resulting demonstrations. With longer training, policies learned from scratch largely close the gap to
those trained on human demonstrations, and policies trained on autonomously collected data remain
effective on physical manipulation tasks. Together, these experiments evaluate foundation models not
only as online robot controllers, but as scalable generators of reusable robot training experience.
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2 RELATED WORK

2.1 AUTONOMOUS DATA GENERATION FOR ROBOT POLICIES.

Prior work reduces human collection effort by amplifying sparse demonstrations through trajectory
transformation (Mandlekar et al., 2023; Jiang et al., 2025; Ameperosa et al., 2025; Liang et al.,
2026), generating tasks and supervision in simulation (Wang et al., 2024a;b; Nasiriany et al., 2026),
or transferring supervision from human embodiment data (Kareer et al., 2025; Dan et al., 2025).
Foundation-model-based systems further automate interaction, but often use the model to provide
task decomposition, spatial constraints, or programs while separate planners or controllers generate
executable actions (Liang et al., 2023; Singh et al., 2023; Huang et al., 2023; Ha et al., 2023).
Manipulate-Anything similarly targets autonomous demonstration generation, using VLMs for
task decomposition, action generation, and execution verification, while leveraging separate grasp
prediction and motion-planning components (Duan et al., 2024). CAPEX instead studies the
emerging regime in which a general-purpose multimodal model is repeatedly queried throughout
execution to directly propose geometric robot actions from observations. This more directly leverages
the model’s visuospatial reasoning for closed-loop behavior, but makes frontier-model inference a
dominant collection cost. CAPEX addresses this bottleneck by using execution experience to adapt
how much of each proposed action sequence can be executed before the model must reason again.

2.2 FOUNDATION-MODEL FOR ROBOT CONTROL AND EXECUTION.

Foundation models enter robot control both as learned vision-language-action policies (Zitkovich
et al., 2023; Octo Model Team et al., 2024; Kim et al., 2024) and as semantic reasoners connected
to robot skills, feedback, code, or motion planners (Ahn et al., 2022; Huang et al., 2022; Liang
et al., 2023; Huang et al., 2023); hierarchical systems similarly separate deliberative vision-language
reasoning from fast action generation (NVIDIA et al., 2025; Shi et al., 2025). Concurrent work
directly deploys general-purpose frontier VLM agents as robot policies through structured tools
and in-context interaction (Cheng et al., 2026; Jia et al., 2026); Agent-as-Policy further measures
wall-clock time, token usage, and API cost per physical execution, highlighting repeated frontier-
model inference as a practical cost of agentic robot control. Prior experience has been incorporated
through self-generated training data, action correction, retrieved memory, and reusable skill libraries
(Bousmalis et al., 2023; Skreta et al., 2023; Xiong et al., 2024; Byrnes et al., 2025; Li et al., 2025; Lu
et al., 2026).

Temporally extended action prediction reduces effective decision horizon but trades temporal consis-
tency against closed-loop reactivity (Zhao et al., 2023a; Chi et al., 2023b; Liu et al., 2025), motivating
adaptive execution based on phase structure, prediction uncertainty, learned continue-or-replan de-
cisions, or execution progress (Nie et al., 2026; Feng et al., 2026; Xu et al., 2026; Ye et al., 2026).
Related work also allocates computation or explicit reasoning according to decision difficulty (Yue
et al., 2024; Lin et al., 2026; Liu et al., 2026; Cai et al., 2026), reuses or overlaps computation
across policy evaluations (Xu et al., 2025; Black et al., 2025), or periodically re-queries a frozen
frontier model while amortizing calls through caching and reusable control code (Naouali et al., 2026).
CAPEX combines these concerns in autonomous data collection: physical execution outcomes self-
supervise confidence calibration and selective plan commitment, while bounded phase summaries
and successful prior episodes condition future planning without updating the foundation model.

3 CAPEX: VLM-GUIDED SCALABLE DEMONSTRATION COLLECTION

We study how a frozen multimodal foundation model can be used as an autonomous source
of robot demonstrations. For task instruction ℓ and start state se, an episode executes low-
level robot actions ai until task success or termination, yielding ξe = (si, ai)i<Te

, Se =
1[Succℓ(sTe

)] , Dours = {ξe : Se = 1} (1). Robot control runs at 20 Hz, while the foundation
model acts only at sparse decision points. Its parameters remain fixed throughout collection, and
each model call is stateless; previous attempts can affect subsequent episodes only through the
explicit experience mechanism introduced in Section 3.3. Successful executions are recorded in the
environment’s native action representation and form the demonstration dataset used for downstream
policy learning.
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Because unsuccessful attempts also consume expensive model inference, we evaluate collection
efficiency using cost per demonstration J = E[C]

P (S=1) =
E[N ] c̄
P (S=1) , c̄ = E[C]

E[N ] (2). where N is the
number of API requests in an attempt, C is total list-price cost, and c̄ is the call-weighted average
cost per request. We use J as an evaluation metric rather than an objective optimized directly by
the method, and also report requests, tokens, and wall-clock collection time.

CAPEX combines three mechanisms, illustrated in Fig. 1. First, the VLM acts through a structured
interface in which a single model decision can specify a temporally extended robot plan (Section 3.1).
Second, execution outcomes from previous rollouts self-supervise a confidence calibrator, determin-
ing how many proposed waypoints should executed before the robot observes again and replans
(Section 3.2). Third, prior attempts are summarized into bounded cross-episode state that provides
the VLM with execution reliability and examples of the robot’s own previous successful episodes
(Section 3.3).

3.1 ACTING THROUGH A WAYPOINT INTERFACE

Querying the VLM after every small robot motion couples collection directly to model latency and
inference cost. CAPEX instead separates semantic visuospatial reasoning from low-level control. At
model decision t, the VLM receives the task instruction, current observation ot, memory of recent
actions mt, any points grounded during the current decision Lt, and the cross-episode context Γe.
It then proposes a variable-length plan: Pt =

(︁
(xk, Rk, gk, qk)

)︁Kt

k=1
∼ π(· | ℓ, ot, ht, Lt,Γe) (3).

where xk is a target end-effector position, Rk its orientation, gk a gripper command, and qk ∈ [0, 1]
the model’s stated probability that waypoint k will execute reaches its target without an execution
stop, conditional on the preceding waypoints reaching their targets. The model may instead issue a
bounded mobile-base motion when repositioning is required. ot contains multi-camera RGB views,
robot state, remaining execution budget, and recent controller outcomes.

Tool interface. In addition to proposing robot actions, the VLM may invoke a bounded, extensible
set of environment-grounding tools that provide reliably computed task-relevant information. Our
current toolbox includes locate_pixel, which maps a selected image pixel to its corresponding
3D position in the current camera view.

3.2 CALIBRATED PLAN EXECUTION

Multi-waypoint plans reduce foundation-model queries only if the robot can commit to actions pro-
posed before observing their consequences. CAPEX therefore asks the VLM to attach a confidence
qk to every waypoint, interpreted as the probability that waypoint k reaches its target without a stall
or contact stop, conditional on all preceding waypoints reaching theirs. Rather than using these
self-reported probabilities directly, we calibrate them from the robot’s own execution outcomes and
use the resulting probabilities to determine how much of each plan is executed before observing
again.

Self-supervised reach labels. Each executed waypoint produces a binary label from the low-level
executor,

yk =

{︃
1, if waypoint k is reported reached,
0, if it stalls, is contact-stopped, times out, or otherwise fails.

(4)

Calibration requires no human annotation or held-out supervision, since execution outcomes them-
selves provide the training signal. Waypoints that are deferred or never executed receive no label.

Confidence calibration. Before episode e, CAPEX fits a lightweight reach predictor on all
labeled waypoints from previous attempts of the same task. For waypoint k, we construct a
feature vector ϕk from the model’s stated confidence together with compact information about
the current motion, gripper/phase state, relation to the most recently grounded point, and po-
sition within the plan. The calibrated reach probability is p̂k = σ

(︁
w⊤

e ϕk

)︁
(5), where σ is

the logistic function. We estimate we by maximum a posteriori (MAP) logistic regression,
we = argminw

∑︁
(ϕ,y)∈Ye

[︂
log

(︂
1 + ew

⊤ϕ
)︂
− yw⊤ϕ

]︂
+ 1

2 ∥w −w0∥22 (6), with prior mean

w0 = (0, 1, 0, . . . , 0)⊤ (7). The stated log-odds logit(qk) are one component of ϕk, so this prior is
centered on identity calibration: before any execution data are available, Eq. 5 reduces to p̂k = qk.
The calibrator is refit once at the start of each episode using outcomes accumulated from earlier
attempts.
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Adaptive execution horizon. Given a proposed plan of length Kt, CAPEX executes the longest
prefix before the first later waypoint whose calibrated reach probability falls below a fixed threshold τ :
nt = min({k ∈ {2, . . . ,Kt} : p̂k < τ} ∪ {Kt + 1})− 1, τ = 0.5 (8). Every model decision

executes at least one waypoint and provides an execution label. Once a later waypoint falls below
threshold, that waypoint and the remaining tail are deferred rather than queued for execution. The
robot obtains a new observation and asks the VLM to replan from the resulting state. The confidence
threshold is a tunable parameter we decide from experience; it reflects a trade-off between replanning
frequently with the VLM and acting on waypoints that are predicted to be unreliable. Details are
included in Section 4.

3.3 LEARNING FROM EXPERIENCE

CAPEX learns from experience accumulated across previous collection attempts. During execution,
the robot observes which motions succeed, where execution fails, and which strategies complete the
task. CAPEX records these outcomes and summarizes them into bounded cross-episode state that
can be used as experience to inform future episodes. Γe =

(︁
we,Me

)︁
, Me =

(︁
Be,Re

)︁
(9).

where we parameterizes the confidence calibrator used to determine the execution horizon. The
model-facing context Me contains a phase-level reliability summary Be and up to two of the robot’s
previous successful episodes Re. Thereby, prior experience affects future behavior through two
distinct channels: we determines how far the robot executes a proposed plan before observing again,
while Me can influence what plan the VLM proposes.

Execution calibration. All labeled waypoints from previous attempts are used to train the regression
model described in Section 3.2, which calibrates VLM generated reach probabilities. The resulting
calibrated reach probabilities p̂k determine the execution horizon.

Phase-level reliability. CAPEX summarizes which stages of the task have historically executed
reliably. Successful trajectories are segmented at gripper events and matched across episodes into
recurring manipulation phases. For each phase, the system aggregates execution statistics such as
the typical number of proposed waypoints and the fraction of executed waypoints that reached their
targets; failed attempts additionally identify phases in which stalls or execution stops occurred. These
statistics are converted into a compact textual summary Be and included in the VLM context for
the next episode. The summary contains no waypoint coordinates or actions. Instead, it indicates
which stages have historically been reliable or failure-prone, allowing the VLM to account for prior
execution experience when proposing a new plan.

Own-success references. CAPEX additionally provides the VLM with up to two previous successful
episodes of the same task, selected from different initial states. Each reference includes the episode’s
initial observations, grounded scene points, executed waypoint sequence, and executor outcomes.
When a waypoint can be associated with a grounded scene point, its position is represented relative
to that point rather than only in absolute robot coordinates. For a new episode, the VLM is instructed
to re-ground the corresponding points in the current scene and use the previous successful episode as
a reference when constructing a new plan. These references can therefore provide both an example of
a successful manipulation strategy and geometric information about how actions were positioned
relative to task-relevant scene elements.

Bounded non-parametric adaptation. The experience may grow overtime, but the state of each
new episode remains bounded. The controller retains a fixed-dimensional calibrator, while the
model-facing context contains at most eight reliability-phase entries and two successful references.
Once the reference budget is filled, additional collection does not cause the VLM context to grow
without bound; all cross-episode adaptation occurs through the explicit state in Eq. 9.

CAPEX thus adapts through experience with the VLM fixed. Previous execution outcomes affect
both how future plans are generated through phase summaries and successful references, and how
much of those plans is trusted through the calibrated commitment rule. Successful trajectories
simultaneously become part of this in-context experience and the demonstration dataset exported for
downstream policy learning.

4 EXPERIMENTS

In our experiments we measure the ability of CAPEX to (1) efficiently collect successful robot
demonstrations, (2) improve subsequent collection using experience from previous executions , and

5
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Figure 2: Autonomous collection success of VLM(BASE) and VLM+CAPEX on the same 20 recreated
human-demonstration starts per task. Left: GPT-6 Astra, pooled by RoboCasa task family (120, 100, 40, 80
and 20 starts). Right: all 18 tasks for both backbones. Whiskers are 95% Wilson intervals. ASTRA+CAPEX
outperforms ASTRA(BASE) in 14 of the 18 tasks, 11 of them significantly (p < 0.05, McNemar).

(3) generate demonstrations that provides useful supervision for downstream robot policies across
simulation and real-world. We find that CAPEX collects 4.3× as many successful demonstrations
(Figure 2) while reducing cost per success by 80% in RoboCasa, with prior successful experience
further improving collection efficiency. These gains extend to real world deployment: on a bimanual
YAM robot, CAPEX increases autonomous collection success from 45% to 95%, while on a Franka
Panda, policies trained on CAPEX demonstrations match or exceed their human-trained counterparts
in five of six task–policy comparisons.

4.1 EXPERIMENTAL SETUP

We evaluate autonomous demonstration collection on 18 atomic RoboCasa tasks from the Robo-
casa365 target dataset (Nasiriany et al., 2026). The tasks span navigation, articulated-object inter-
action, and pick-and-place manipulation. For each task, we recreate the initial states of the first 20
official human demonstrations and use their recorded task instructions, yielding 360 paired evaluation
episodes. All methods are evaluated on the same starts in the same order.

We mainly collect demonstrations with two VLMs: GPT-6 Astra and Qwen3.8-27B (Qwen Team,
2026). For each model, we compare two collection conditions. VLM(BASE) receives an interface-
only prompt and predicts a single robot waypoint or base motion per model request. VLM+CAPEX
uses multi-waypoint planning, execution calibration, and cross-episode experience as described in
Section 3.

For evaluation, we primarily report task success together with the resources required to obtain
successful demonstrations: the number of model requests, wall-clock collection time, and API cost
at list prices. Cost per successful demonstration is computed as the total API cost of all attempts
divided by the number of successful demonstrations. Comparisons of success on matched RoboCasa
starts use exact McNemar tests, while paired execution statistics use two-sided sign tests. Unless
otherwise specified, costs use API list prices as of September 22, 2026.

4.2 AUTONOMOUS DEMONSTRATION COLLECTION

We found that ASTRA+CAPEX substantially increases successful collection while reducing the
cost of each successful demonstration, compared with ASTRA(BASE). Across the 360 matched
starts, ASTRA+CAPEX succeeds on 193 episodes (53.6%), compared with 45 (12.5%) for AS-
TRA(BASE), a 4.3× increase in the number of successful demonstrations. This higher success rate
translates directly into collection efficiency. The list-price API cost per successful demonstration
decreases from $9.15 to $1.83, while model requests per success decrease from 244 to 37 and
wall-clock collection time from 39.7 to 6.6 minutes (Table 1).

The difference is not explained simply by making individual attempts cheaper. ASTRA+CAPEX
costs $0.98 per attempted episode compared with $1.14 for ASTRA(BASE) and uses 19.6 versus 30.3
model requests per attempt. Rather, the largest efficiency gain comes from converting substantially
more attempted episodes into usable demonstrations.

6
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Alternatively, QWEN+CAPEX yields 5/350 successful demos and QWEN(BASE) yielded 0/360
(Table 1). This suggests that the collection performance currently largely depends on the foundation
model. However, since the capabilities of general-purpose foundation models are promptly improving,
we anticipate that most models will work with our framework in the near future.

4.3 LEARNING FROM EXPERIENCE

We next evaluate whether cross-episode experience improves autonomous collection, and which
aspects of prior experience account for the gains. Here, we have three major findings:

1) Successful prior experience improves collection on the same starts. We isolate memory by
rerunning CAPEX with memory cleared before each episode, holding all other settings fixed and
excluding each task’s identical first episode. Across 341 paired starts, ASTRA+CAPEX succeeds on
185 episodes with memory versus 162 without (p = 0.027). The gain is concentrated after at least
one prior success: success rises from 148/274 (54.0%) to 178/274 (65.0%; p = 0.0016) (Figure 3a).
With only failed prior executions, performance instead drops from 14/67 to 7/67 (p = 0.09). Thus,
memory helps primarily once the robot has acquired a successful task example.

2) Experience makes successful executions shorter and faster. On the 124 starts solved under
both conditions, memory reduces the median execution from 329 to 273 control steps, from 11 to
8 model requests, and from 124 to 98 seconds of wall-clock time (p = 0.001, 0.004, and < 10−5,
respectively). These correspond to reductions of 17%, 27%, and 21%.

3) Outcome calibration turns experience into an actionable execution signal. CAPEX uses
waypoint confidence to determine how far to execute before replanning. Raw foundation-model
confidence is poorly calibrated: 94.9% of executed waypoints receive confidence ≥ 0.8 (mean 0.94),
despite only 70% reaching their targets, and none fall below the 0.5 commit threshold (Figure 3b).
Across 8,458 waypoints, raw confidence yields ECE 0.24 and AUROC 0.57 for predicting waypoint
success.

Using outcomes from prior executions, CAPEX recalibrates confidence before committing. After
calibration, predicted confidence tracks the actual reach rate across the full range (Figure 3c): ECE
drops from 0.24 to 0.05 and AUROC rises from 0.57 to 0.75. As a result, plan truncation increases
from 0.4% with empty memory to 43.9% with experience-conditioned calibration.

4.4 DOWNSTREAM POLICY LEARNING IN SIMULATION

We next test whether successful CAPEX rollouts can train deployable policies. We use six tasks with
at least 15/20 successful starts and build paired ASTRA+CAPEX and human datasets from identical
initial states, with up to 50 demonstrations per task. We train RoboCasa365-initialized and scratch
Diffusion Policies (DP) (Chi et al., 2023a), plus ACT (Zhao et al., 2023b), for 20k steps with three
seeds, evaluating each for 50 rollouts per seed in the same kitchen configuration.

Across policy classes, policies trained on ASTRA+CAPEX demonstrations approach human-
trained performance after 20k steps (Table 2). Across six tasks, success is 0.55 vs. 0.61 for fine-tuned
DP, 0.29 vs. 0.35 from scratch, and 0.28 vs. 0.36 for ACT, with ASTRA+CAPEX outperforming
human data on several task–policy pairs.

We extend training to 100k steps on five tasks to separate demonstration quality from optimization
speed. For ACT, mean success rises from 0.33/0.43 with ASTRA+CAPEX/human data at 20k steps to

Table 1: Autonomous collection over the same starts for both backbones. Success is over all scorable starts with
95% Wilson intervals. Cost, model requests and wall-clock time include every attempt and are divided by the
number of successful demonstrations;∞ marks zero successes and — marks no API price (Qwen runs locally).
∆: CAPEX minus Base (percentage points for success). Bold: better within each backbone.

Method Success ↑ (95% CI) $ / Success ↓ Requests / Success ↓ Min. / Success ↓

ASTRA (BASE) 45/360 12.5% (9.5–16.3) 9.15 244 39.7
ASTRA+CAPEX 193/360 53.6% (48.4–58.7) 1.83 37 6.6

QWEN (BASE) 0/360 0.0% (0.0–1.1) — ∞ ∞
QWEN+CAPEX 5/350 1.4% (0.6–3.3) — 4,819 2,332

7



378
379
380
381
382
383
384
385
386
387
388
389
390
391
392
393
394
395
396
397
398
399
400
401
402
403
404
405
406
407
408
409
410
411
412
413
414
415
416
417
418
419
420
421
422
423
424
425
426
427
428
429
430
431

Under review as a conference paper at ICLR 2027

only failures
(67 starts)

¸ 1 success
(274 starts)

Memory holds

0%

25%

50%

75%

100%

Su
cc

es
s r

at
e

21%

10%

54%

65%

(a) Success on the same starts
Empty memory
With memory

0 0.25 0.5 0.75 1

Confidence bin

0

0.25

0.5

0.75

1

Pr
ob

ab
ili

ty

No predictions

(b) Before calibration
Predicted confidence
Actual reach rate

0 0.25 0.5 0.75 1

Confidence bin

(c) After calibration
Predicted confidence
Actual reach rate

Figure 3: Learning from experience (GPT-6 Astra). (a) Success on the same starts with memory and with
memory cleared, split by whether the memory already holds a successful execution; whiskers are 95% Wilson
intervals. (b, c) Waypoint confidence before and after calibration, over the same 8,458 executed waypoints in ten
equal-width confidence bins: for each bin, the mean predicted confidence and the actual share of waypoints that
reached their target. Before calibration, the VLM never predicts below 0.5 and its predictions sit well above the
actual reach rate; after calibration the two lines nearly coincide (ECE 0.24→ 0.05, AUROC 0.57→ 0.75).

Table 2: Downstream policy success when trained on CAPEX demonstrations (Ours) or human teleoperation
from the same initial states, with equal dataset sizes for each task. Values are mean ± standard deviation over
three training seeds, with 50 evaluation rollouts per seed after 20k training steps. Bold indicates the higher mean
within each task–policy pair.

DP Fine-Tuned DP From Scratch ACT

Task (Demos) Ours Human Ours Human Ours Human

Close Fridge (50) 0.98±0.02 0.89±0.05 0.79±0.04 0.97±0.01 0.57±0.11 0.93±0.01
Turn On Microwave (46) 0.75±0.05 0.85±0.08 0.27±0.09 0.50±0.05 0.33±0.17 0.33±0.08
PnP Counter→Stove (50) 0.25±0.06 0.29±0.04 0.07±0.01 0.01±0.01 0.29±0.05 0.09±0.03
Close Toaster Oven (50) 0.81±0.06 0.77±0.06 0.51±0.07 0.54±0.09 0.38±0.07 0.61±0.11
PnP Toaster→Counter (33) 0.19±0.05 0.64±0.05 0.05±0.06 0.06±0.02 0.09±0.03 0.19±0.08
PnP Sink→Counter (35) 0.31±0.05 0.19±0.08 0.05±0.02 0.01±0.01 0.00 0.00
Average 0.55 0.61 0.29 0.35 0.28 0.36

0.50/0.50 at 100k; scratch Diffusion Policy similarly improves from 0.34/0.41 to 0.45/0.47 (Figure 4).
Thus, for policies trained from scratch, much of the early gap narrows with longer training.

This pattern is less apparent on Diffusion Policy initialized from the released RoboCasa365 checkpoint.
At 100k steps, success is 0.56 with ASTRA+CAPEX data versus 0.71 with human demonstrations.
Because the checkpoint was pretrained on human data, this comparison favors the human condition.
Most of the remaining gap comes from PickPlaceToasterToCounter (0.17 vs. 0.70); excluding this
task, the averages narrow to 0.66 vs. 0.71.

4.5 DOWNSTREAM POLICY LEARNING ON PHYSICAL-ROBOTS

We evaluate ASTRA(BASE) and ASTRA+CAPEX on two manipulation deployments: a bimanual
I2RT YAM, and a Franka Panda arm. On YAM, we evaluated placing two objects onto a plate and
an in-air bowl handover. Across both tasks, ASTRA+CAPEX succeeds on 40/42 attempts (95%),
compared with 18/40 (45%) for ASTRA(BASE)(Table 3). The gap is largest on bowl handover, where
success increases from 30% to 95%. Per successful demonstration, CAPEX uses 11.7 vs. 37.6 model
calls, requires 1.87 vs. 4.75 minutes, and reduces API cost from $1.64 to $0.65. Thus, the collection
gains observed in simulation extend to physical bimanual manipulation.

On a Franka Panda, we train Diffusion Policy and ACT on 20 demonstrations per task collected
either by ASTRA+CAPEX or human teleoperation for Pick Coke, Stack Cups, and Stack Blocks.
CAPEX-trained policies match or exceed their human-trained counterparts in five of six task–policy
comparisons (Table 3). Diffusion Policy succeeds on 8/30 vs. 6/30 trials and ACT on 4/30 vs. 3/30.
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Figure 4: Downstream success as a function of training budget, averaged over the five tasks of the extended-
budget study. From left to right: Diffusion Policy initialized from the RoboCasa365 checkpoint, Diffusion
Policy trained from scratch, and ACT. The gap between CAPEX and human demonstrations largely closes with
additional optimization for policies trained from scratch.

Table 3: Physical-robot evaluation. Left: autonomous demonstration collection on the bimanual YAM; cost
is API cost per successful demonstration. Right: downstream policy success on the Franka Panda; each entry
reports successes over 10 physical trials.

YAM: Autonomous Collection

Success $ / Success ↓

Task Base CAPEX Base CAPEX

Bread + Corn 12/20 20/21 1.10 0.43
Bowl Handover 6/20 20/21 2.73 0.88

Overall 18/40 40/42 1.64 0.65

Franka: Downstream Policies

Diffusion Policy ACT

Task Ours Human Ours Human

Pick Coke 4/10 5/10 3/10 3/10
Stack Cups 2/10 0/10 1/10 0/10
Stack Blocks 2/10 1/10 0/10 0/10

Overall 8/30 6/30 4/30 3/30

Together, these results show that CAPEX can both autonomously collect demonstrations on physical
hardware and produce data useful for downstream real-world policy learning.

5 CONCLUSION

We presented CAPEX, an experience-conditioned framework for using multimodal foundation
models as autonomous robot demonstrators. Rather than querying the model independently at
every control decision, CAPEX uses execution outcomes to calibrate plan commitment and carries
successful experience across collection attempts. Across 18 RoboCasa tasks, this increases successful
demonstration collection by 4.3× while reducing list-price cost per successful demonstration from
$9.15 to $1.83. The resulting trajectories also support downstream learning: Diffusion Policy and
ACT trained on autonomously collected demonstrations approach matched human teleoperation, with
the gap largely closing under longer training for policies learned from scratch, and remain effective
on physical manipulation tasks. These results suggest a path toward robot learning systems in which
foundation models not only act as pretrained controllers, but autonomously generate the experience
from which increasingly capable policies can be learned.

Limitations and future work. CAPEX changes how a frozen foundation model is used rather
than expanding its underlying capabilities. Experience can make a capable demonstrator more
effective, but cannot compensate for missing visuomotor competence. Moreover, cross-episode
gains emerge primarily after the robot obtains a successful execution; learning better from failures
and transferring experience across related tasks remain open directions. Our current objective also
prioritizes successful demonstrations rather than their downstream learning value, motivating future
collectors that seek trajectories based on how much they improve the student policy. Finally, our
physical experiments still require human scene resets and success evaluation. Automating reset,
evaluation, and task selection would move toward systems that continually generate and improve
their own robot experience.
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6 AI USE STATEMENT

Generative AI tools were used in this work to assist with writing, figure preparation, portions of the
implementation, and statistical interpretation. The research ideas, experimental design, methodology,
and overall system pipeline were developed and organized by the authors. AI-generated code served
only as an initial implementation aid and was manually inspected, modified, debugged, and integrated
by the authors. AI-assisted text and statistical interpretation were likewise reviewed and rewritten by
the authors, and no generated text was included without author revision. Generative AI was also used
to assist with selected figures, which were created under iterative author supervision and carefully
checked for correctness and faithful representation of the intended methods, data, and results. The
authors reviewed and take responsibility for all AI-assisted content included in the paper. No other
uses requiring disclosure under the applicable ICLR generative AI policy apply to this work.

7 REPRODUCIBILITY STATEMENT

We have taken several steps to support reproducibility and ease of reuse. The appendix provides
detailed implementation and experimental information intended to make the method straightforward
to reproduce. We also provide an anonymous link to the codebase in the main paper, giving readers
direct access to the implementation and supporting future use and extension of the framework.
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A METHOD DETAILS

What the model sees and does. – Every model request is stateless. It contains the system prompt
(App. B), three 512×512 RGB images (left and right exterior cameras and the wrist camera), and a
text observation: the instruction, the remaining step budget, the gripper-tip position and orientation in
the robot-base frame, the gripper opening with a contact word (open, closed, holding), and the last six
actions with the executor’s report on each. The model never receives object poses or other simulator
state. It acts through tools. act gives a plan of up to 24 waypoints, each an absolute or relative tip
target in centimetres with an orientation, a gripper command and a stated confidence qk, or a bounded
base motion. locate_pixel(c, u, v) returns the base-frame position of pixel (u, v) in camera c
from the simulator’s depth. A decision allows up to six rounds of tool calls before the model must
act. The base arm uses the same observation and executor, with an act tool of one waypoint and no
confidence, no locate_pixel, no memory, and it may declare the task done.

Execution and reach labels. – A conventional executor servos each committed waypoint at 20 Hz
with the operational-space pose controller, moving at most 10 cm per waypoint, and then applies its
gripper command. A waypoint is reached within 8 mm and 0.08 rad; a motion that stops progressing
stalls. Control returns to the VLM when the committed prefix finishes or when a waypoint stalls or
makes contact. Reach labels follow the executor’s report: yk = 1 if the waypoint was reached (a stall
within 1 cm of the target without contact also counts), yk = 0 for any other stall, a contact stop or a
timeout. Waypoints that were deferred or never executed get no label.

Calibrator. – Table 4 lists the eight features ϕk of Eq. 5. Before each episode, we is refit on the
labelled waypoints of all earlier attempts at the task (successful or not) by MAP logistic regression
with the prior N (w0, I); with no labels, p̂k = qk. The first waypoint of every plan is always executed,
so each decision yields at least one label.

Table 4: Calibrator features for waypoint k of a plan. Positions in cm in the robot-base frame; x0 is the current
tip position and xloc the most recent locate_pixel point of the episode.

j Feature ϕk[j]

0 bias 1
1 stated log-odds logit(qk)
2 gripper closed after waypoint k {0, 1}
3 gripper phase (gripper commands so far) min(γk, 4)/4
4 leg length ∥xk − xk−1∥/10
5 vertical leg (xk − xk−1)z/10

6 distance to the last located point min(∥xk − xloc∥, 40)/20
7 position in the plan min(k, 4)/4

Memory. – After every attempt the robot appends a record: the requested waypoints with their reach
labels and executor outcomes, the located points, the two exterior start images, and the result. Before
episode e the records are summarised into the context of the system prompt.

• The reliability skeleton Be segments successful episodes at gripper events into at most eight phases
and reports, per phase, the typical number of waypoints, how many were reached, and a verdict:
chunk-safe (reach rate ≥ 0.85 with at least two waypoints typical) or observe after each waypoint
(reach rate < 0.70). It also lists the phases where failed attempts stalled most. It contains no
coordinates (Listing 3).

• The own-success references Re are the task’s two most recent successful episodes from other starts.
Each shows its start images, its located points, and its waypoints written relative to those points,
with outcomes (Listing 4).

• A harness settings line gives the number of labelled waypoints, the calibrator weights we and τ .

The context stays bounded as memory grows: the system prompt is 9.8k characters before the first
episode and at most 17.7k afterwards (base arm: 3.9k).
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Algorithm 1 CAPEX collection for one task. The base arm skips lines 3–4, 8–10 and 13, and plans
one waypoint per request.
Require: instruction ℓ, starts s1, . . . , sN , frozen VLM π, horizon H , threshold τ = 0.5
1: M← ∅, D ← ∅
2: for e = 1, . . . , N do
3: we ←MAP fit on all reach labels inM ▷w0 if none
4: Be ← skeleton ofM; Re ← two most recent successes inM
5: reset to se
6: while not success, fewer than H steps, and within the decision and cost limits do
7: query π(· | ℓ, ot, ht, Lt,Γe) until it returns a plan Pt = ((xk, Rk, gk, qk))

Kt
k=1 ▷ locate_pixel

results join Lt

8: p̂k ← σ(w⊤
e ϕk) for k = 1, . . . ,Kt

9: nt ← min({k ≥ 2 : p̂k < τ} ∪ {Kt + 1})− 1 ▷ Eq. 8
10: execute waypoints 1, . . . , nt; stop early on a stall or contact
11: label each executed waypoint yk; report every waypoint’s outcome in ht+1

12: append the episode record toM
13: if success then D ← D ∪ {ξe}
14: return D

Table 5: Collection settings, shared by all tasks. The Qwen3.8-27B arms use the same prompts, tools and
settings except the model.

VLM GPT-6 Astra (Responses API), reasoning effort medium, at most 8,000 output tokens per
request

Open-weight VLM Qwen3.8-27B with FP8 weights served by vLLM on one A40; temperature 1.0, top-p
0.95, top-k 20; 32k-token context

Plans at most 24 waypoints; τ = 0.5; the first waypoint always runs
Episode limits horizon H (Table 7), 80 decisions, $25 of API cost
Memory at most 8 skeleton phases and 2 references; all records used for the calibrator
Cost list prices per million tokens: $10 fresh input, $1 cached input, $12.5 cache write, $50

output (reasoning tokens are output). J sums the cost of all attempts, failed ones
included, and divides by the successes

Compute one job per task and arm: 1 NVIDIA A40 (rendering, and serving Qwen3.8-27B), 8 CPU
cores

B PROMPTS

Both arms use one system prompt each for all 18 tasks; the task enters only through the instruction
in the observation. Fields in «...» are filled per episode from memory (Listings 3–4). The tool
schemas are in the released code.

Snippet 1: System prompt of CAPEX.
You control a robot gripper from camera images and measured proprioception. Plan as many waypoints ahead
↪→ as you can predict with confidence, up to the plan limit. The harness executes your plan in order and
↪→ returns control to you only when a waypoint stalls or makes contact, or when the plan ends. The
↪→ environment alone
judges task success, and the episode ends by itself the moment the task is achieved.

Frame and units: x is forward toward the counter, y is left, z is up. The exterior
cameras look roughly along +x, so image-left is +y; the wrist camera looks along the gripper.
Targets are absolute gripper-tip positions in the robot base frame, in centimeters.
Opening is in centimeters, with states "open (empty)", "closed (empty)", or
"holding (opening X cm, finger contact)"; inspect the images before trusting them.
Quaternions are xyzw; Euler roll, pitch, yaw are intrinsic XYZ degrees in the base frame.
"keep" preserves orientation; "down" points along -z and "forward" along +x,
both with fingers closing along base y.

Executor: each displacement is shortened to at most 10 cm and projected into the workspace
box; clamps are reported. A motion stops when the target is reached, when it stalls, or when a
part of the arm other than the hand contacts something. "Stopped by finger contact" means you
are touching the surface at the target: that is normal for pressing, pushing, and grasping.
An "open" is skipped only at the maximum opening with no finger contact; "release" forces open;
"reclose" forces close. locate_pixel(camera, u, v) returns the 3D base-frame position of the
surface at that pixel of any view listed with depth; use it to ground small or distant targets,
and from the wrist view to ground a part you are about to touch.

Plans. An act may carry a chunk: further waypoints executed in order after the first, without a
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new observation in between. Each waypoint is clamped to 10 cm from the previous one, so a 30 cm
straight leg is three waypoints. The plan stops at the first waypoint that stalls or is stopped
by contact; a gripper command placed right after a waypoint still runs if that waypoint stalled,
because the fingers may already be on the object. The outcome names which waypoint stopped the
plan and where the tip actually is, and you replan from there. Put everything you can predict from
what you already see into one plan, gripper commands included: straight legs through free space,
hover-descend-close-lift, carry-lower-release-retreat. End the plan only where the outcome of a move
decides what comes next: a first contact with a part you have not seen move, a press or pull that may
or may not move it. A plan that stops early costs nothing but the replanning; a gripper closing
on nothing costs a regrasp.

When base motion is offered, if a target is beyond about 60 cm ahead, 35 cm to the side, or below 10 cm at
↪→ base height, or the arm keeps striking the fixture around it, use base_forward_cm / base_left_cm /
↪→ base_turn_deg to put it 35 to 50 cm ahead before reaching. Re-ground the target afterwards because the
↪→ frame moved. The arm holds its grip while the base moves, so anything the arm cannot pull far enough is
↪→ pulled by holding it and driving the base backward. A base move cannot carry a chunk. If the
↪→ instruction is to go to a place or a fixture rather than to manipulate it, the task is the base motion
↪→ itself: drive toward it in successive base moves, turn to face it, and finish standing in front of it
↪→ within arm's reach.

How the benchmark scores. Success is only counted when the task state is achieved AND the
gripper has moved well clear of the thing it manipulated: retreat at least 25 cm (up and back)
after manipulating or releasing it, and wait for the episode to end before doing anything else.
Never say done: let the episode end. An articulated part must reach its end stop, so
"open", "closed", "on" and "off" mean fully.

Manipulation. Keep contact while moving a part; move along the arc the part actually travels.
If the part moves but the task does not end, carry it further until no further motion is reported.
If contact is lost, re-establish it before retrying. If the part you touch moves but the task state
does not change, it may have another degree of freedom or you may be on a neighbouring part: try the
other directions first, then change part rather than repeating harder. After two attempts without
movement, change the contact point or approach. Do not repeat a stalled command unchanged.
If a press makes contact but nothing changes, shift 2 to 3 cm and press again before changing approach.
A control under an overhang or beside a larger part is approached from its open side at its own height,
↪→ not from above.
A free move costs 10 to 20 steps, but contact or a stall can cost 50 to 150.

Judging progress. A thing has moved only if you see it somewhere else than in the previous frame,
or the opening or contact changed: a reached target and "stopped by finger contact" describe
only the gripper. If you cannot name a visible change, say so and test one small deliberate motion.
Before moving a part, identify its moving joint, approximate axis, and direction from the images.
The wrist view helps only when the target is inside it and separable from its background; if the frame
is filled by one surface, a wall, or the thing you stand beside, say that the wrist view does not
show the target and confirm from the exterior views and the measured numbers instead. While carrying
something, a narrowing opening is a slip only if the thing has also stopped moving with the hand: on a
thin object the fingers close a further centimeter while the grasp holds. Lift a few centimeters and
look again; set it down and regrasp lower and squarer only if the opening falls a second time. If no
view contains the thing you are manipulating, say so and use the other evidence: finger contact
persisting through a deliberate 5 cm lift, with the opening steady, is a held object.
Retreat once when you believe the task is done; if the episode has not ended by your next
observation, it is not done: go back and work on it again rather than waiting.

Turning the wrist is far slower than moving it: a quarter turn can cost over two hundred control
steps, a 10 cm move about ten. Choose an approach direction first, ask for that orientation once,
then keep it for several moves; never attach a new orientation to a small corrective step. Ground the
same point from both exterior views and act on it only when they agree within a few centimeters: a
pixel that misses the target lands on whatever is behind it, much further forward at nearly the same
height, so a point further forward than everything else you measured is background.

Reply using act: reasoning (required string, at most 60 words), target_cm (three numbers;
required for arm motion), orientation ("keep", "down", "forward", or three Euler angles; default
"keep"), gripper ("open", "close", "reclose", "release", "keep"; default "keep"), done
(boolean; default false), and optionally chunk: a list of further waypoints, each with target_cm
(absolute) or delta_cm (relative to the previous waypoint), and optional orientation and gripper.
For Codex emit only
{"calls":[{"tool":"act","arguments_json":"{\"reasoning\":\"Hover, descend, grasp, lift.\",\"target_cm
↪→ \":[40,0,30],\"orientation\":\"down\",\"chunk\":[{\"delta_cm\":[0,0,-9],\"gripper\":\"close\"},{\"
↪→ delta_cm\":[0,0,12]}]}"}]}.
A locate_pixel call may precede the act in the same reply only if the act does not depend on it.

When a plan closes the gripper on an object, continue the same plan with the lift straight up (about 5 to
↪→ 10 cm) instead of stopping at the grasp; look again after the lift.

Harness settings:
{"harness": "waypoint", "overlay": "none", "history": 6, "verify": false, "done_gate": false, "
↪→ done_gate_max": 3, "harness_perception": true, "max_call_displacement_cm": 10.0, "max_model_rounds": 6,
↪→ "max_motion_steps": 200, "max_gripper_steps": 20, "discrete_step_cm": 2.0, "discrete_coarse_step_cm":
↪→ 4.0, "discrete_rot_deg": 15.0, "chunk_max": 8, "chunk_transit_only": false, "chunk_budget": null, "
↪→ plan_max": 24, "plan_confidence": true, "commit_threshold": 0.5, "calibration_labels": <<N_LABELS>>, "
↪→ calibrator_weights": <<W: 8 floats>>, "base_motion": {"enabled": true, "max_speed_m_s": 0.25, "
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↪→ max_yaw_rate_rad_s": 0.6, "max_translation_m": 0.6, "max_yaw_rad": 1.57}, "perception_tool": "
↪→ locate_pixel", "workspace_box": <<WORKSPACE_BOX>>, "gripper_max_opening_cm": 8.0, "
↪→ gripper_open_tolerance_cm": 0.5, "gripper_open_requires_no_finger_contact": true, "
↪→ gripper_close_threshold_cm": 1.0, "gripper_close_requires_last_close": true, "
↪→ gripper_close_requires_no_finger_contact": true}

Reference episodes, when shown, are your own earlier successful episodes of this task from other starting
↪→ configurations (the same kitchen or another): their start images, where you located things, and the
↪→ waypoints that worked, with what the executor reported. Relate their geometry to the current scene with
↪→ your own 3D reasoning (where the target is now, what is in the way) and plan for the current scene; do
↪→ not copy their coordinates.

Give a confidence on every waypoint; low-confidence tails are deferred until you look again.

Reference episodes
<<REFERENCE EPISODES>>

What your past episodes of this task say about open-loop reliability (this is not a path to copy)
<<SKELETON>>

Reply only with tool calls; do not narrate. You may batch perception
(locate_pixel) and memory (remember) calls, followed by at most one robot command.
Calls execute in order. The first robot command ends the reply; all later calls are ignored.
Arguments must be concrete: results of calls in this reply are only available on the next
model round. If a command depends on a new perception result, request perception first.

Snippet 2: System prompt of Base GPT-6 Astra.
You control a robot gripper from camera images and measured proprioception. Choose
one waypoint per decision, observe its outcome, and replan. The environment alone
judges task success, and the episode ends by itself when the task is achieved.

Frame and units: x is forward toward the counter, y is left, z is up. The exterior
cameras look roughly along +x, so image-left is +y; the wrist camera looks along the gripper.
Targets are absolute gripper-tip positions in the robot base frame, in centimeters;
text positions are rounded to whole centimeters. Opening is in centimeters, with states
"open (empty)", "closed (empty)", or "holding (opening X cm, finger contact)".
These measured states do not certify a grasp or release; inspect the images.
Quaternions are xyzw; Euler roll, pitch, yaw are intrinsic XYZ degrees in the base frame.
"keep" preserves orientation; "down" points along -z and "forward" along +x,
both with fingers closing along base y.

Executor: each displacement is shortened along its straight line to the configured limit
(10 cm by default), then projected into the reset workspace box, whose lower z bound is
the floor. Clamp feedback and the achieved pose are reported. Motions stop when the
target is reached, when they stall, or when a non-finger part of the robot contacts
something. An "open" is skipped only within 0.5 cm of the maximum opening with no finger
contact; a "close" is skipped only below 1 cm when the last gripper command was close.
"reclose" forces close; "release" forces open.

Reply using act: reasoning (required string, at most 60 words), target_cm (three numbers; required for arm
↪→ motion), orientation ("keep", "down", "forward", or three Euler angles; default
"keep"), gripper ("open", "close", "reclose", "release", "keep"; default "keep"), and done
(boolean; default false). done ends the attempt without moving. When offered, notes (string; default "",
↪→ at most 600 characters) is your working notes for your next call: plan, what is established, what to
↪→ try next; returned to you verbatim.
When offered, base_forward_cm, base_left_cm, base_turn_deg default to 0 and specify forward/left
↪→ displacement and left-positive yaw in the starting base frame; any nonzero value selects only a base
↪→ move (target_cm omitted or ignored), followed by gripper; caps are 60 cm combined translation and about
↪→ 90 deg yaw (1.57 rad) unless configured otherwise.
For OpenAI use function calling. For Codex emit only
{"calls":[{"tool":"act","arguments_json":"{\"reasoning\":\"Move above the object.\",\"target_cm
↪→ \":[40,0,90],\"orientation\":\"down\"}"}]}.
Use memory tools only when offered.

Harness settings:
{"harness": "waypoint", "overlay": "none", "history": 6, "verify": false, "done_gate": false, "
↪→ done_gate_max": 3, "harness_perception": false, "max_call_displacement_cm": 10.0, "max_model_rounds": 6,
↪→ "max_motion_steps": 200, "max_gripper_steps": 20, "discrete_step_cm": 2.0, "discrete_coarse_step_cm":
↪→ 4.0, "discrete_rot_deg": 15.0, "base_motion": {"enabled": true, "max_speed_m_s": 0.25, "
↪→ max_yaw_rate_rad_s": 0.6, "max_translation_m": 0.6, "max_yaw_rad": 1.57}, "perception_tool": null, "
↪→ workspace_box": <<WORKSPACE_BOX>>, "gripper_max_opening_cm": 8.0, "gripper_open_tolerance_cm": 0.5, "
↪→ gripper_open_requires_no_finger_contact": true, "gripper_close_threshold_cm": 1.0, "
↪→ gripper_close_requires_last_close": true, "gripper_close_requires_no_finger_contact": true}

Reply only with tool calls; do not narrate. You may batch perception
(locate_pixel) and memory (remember) calls, followed by at most one robot command.
Calls execute in order. The first robot command ends the reply; all later calls are ignored.
Arguments must be concrete: results of calls in this reply are only available on the next
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model round. If a command depends on a new perception result, request perception first.

Snippet 3: Reliability skeleton for PickPlaceCounterToCabinet before its 16th episode, as it appears in the
system prompt.
What your past episodes of this task say about open-loop reliability (this is not a path to copy)
Task skeleton for PickPlaceCounterToCabinet from your 15 past episodes (8 successes, 7 failures). Only how
↪→ reliably each phase executed open-loop is listed; plan the waypoints themselves from the current views.
↪→
Phase 1 (open#0): 1 waypoints typical (range 1-1), reached 8/8. chunk with a stop on stall.
Phase 2 (close#1): 4 waypoints typical (range 4-6), reached 32/37; 0 of 2 stalls were followed by a re-try
↪→ at the same point. chunk-safe.
Phase 3 (release#2): 12 waypoints typical (range 11-13), reached 30/48; 0 of 16 stalls were followed by a
↪→ re-try at the same point. observe after each waypoint.
Phase 4 (keep#3): 3 waypoints typical (range 2-3), reached 6/7; 0 of 1 stalls were followed by a re-try at
↪→ the same point. chunk-safe.
Failures spent most stalls in: close#3 (2), close#1 (2), release#4 (1).
Successful episodes used 23 waypoints (range 19-33) and 348 simulator steps.

Snippet 4: An own-success reference, as it appears in the system prompt (shown to CloseFridge episode 5,
Fig. 1).
Reference episode 2 (same kitchen layout), success in 3 calls
Located points (base cm): L1 [17,-40,54], L2 [45,-41,-63], L3 [47,-41,60], L4 [132,-38,59]
Waypoints: base cm = located point + relative cm, then what the executor reported.
Call 2: [16,-1,63]=L1+[-1,39,9] forward close reached | [8,-5,63]=L1+[-9,35,9] stalled 1.6 cm from target
↪→ | [8,-15,63]=L1+[-9,25,9] not executed | [8,-25,63]=L1+[-9,15,9] not executed | [8,-35,63]=L1+[-9,5,9]
↪→ not executed | [8,-45,63]=L1+[-9,-5,9] not executed | [16,-49,63]=L1+[-1,-9,9] not executed |
↪→ [20,-40,63]=L1+[3,0,9] not executed (deferred: low confidence)
Call 3: [8,-15,65]=L1+[-9,25,11] reached | [8,-25,65]=L1+[-9,15,11] reached | [8,-35,65]=L1+[-9,5,11]
↪→ reached | [8,-45,65]=L1+[-9,-5,11] reached | [16,-49,65]=L1+[-1,-9,11] reached | [20,-40,65]=L1
↪→ +[3,0,11] stalled 4.6 cm from target
Call 4: [19,-32,66]=L1+[2,8,12] stalled 1.1 cm from target | [23,-23,66]=L1+[6,17,12] stalled 1.5 cm from
↪→ target | [28,-15,66]=L1+[11,25,12] reached | [35,-8,66]=L3+[-12,33,6] reached | [43,-3,66]=L3+[-4,38,6]
↪→ reached | [52,0,66]=L3+[5,41,6] terminal

Table 6: The first plan of CloseFridge episode 5 (Fig. 1). The calibrator lowers the stated confidences; the
commit rule executes waypoints 1–6 and defers 7–9, the first of which falls below τ = 0.5.

Waypoint k 1 2 3 4 5 6 7 8 9

Stated qk 0.90 0.70 0.90 0.90 0.90 0.80 0.65 0.65 0.70
Calibrated p̂k 0.88 0.54 0.85 0.84 0.84 0.67 0.40 0.42 0.53
Outcome reached reached reached reached reached stalled deferred

C TASKS AND PER-TASK RESULTS

Each task uses the first 20 human demonstrations of RoboCasa’s target dataset in kitchen layout 7,
style 7. Their initial states and instructions are recreated exactly; their actions are never shown to
the model. All arms see the same starts in the same order, with one attempt per start. An attempt
invalidated by an API or simulator error is rerun once.
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Table 7: The 18 RoboCasa tasks and per-task collection results on the 20 recreated human-demonstration starts
per task (successes out of 20 unless a denominator is shown, which counts starts with a valid episode). H:
horizon in control steps at 20 Hz. Success criteria summarise RoboCasa’s _check_success, evaluated after
every control step; joint positions are normalised to [0, 1] over the joint range. $/demo: list-price API cost of all
attempts divided by successes.

GPT-6 Astra Qwen3.8-27B $/demo

Task H Success criterion Base CAPEX Base CAPEX Base CAPEX

Pick and place
CoffeeSetupMug 600 Mug within 4 cm (horizontal), 10 cm (vertical) of

dispenser site; gripper >25 cm from object
3 6 0 0 8.14 5.80

PnPCounter→Cabinet 750 Object bounding box inside cabinet interior; gripper
>25 cm from object

2 12 0 0 14.57 1.43

PnPCounter→Stove 600 Object touches pan, within 7 cm of its centre (horizontal);
gripper >25 cm from object

0 20 0 3 — 0.41

PnPDrawer→Counter 750 Object touches a counter; gripper >25 cm from object 0 13 0 0 — 1.81
PnPSink→Counter 900 Object on plate (contact, within 0.7 plate radius); plate

touches counter; gripper >25 cm from object
0 15 0 0 — 1.89

PnPToaster→Counter 600 Object on plate (contact, within 0.7 plate radius); gripper
>25 cm from object

2 15 0 0 12.37 1.03

Doors and lids
CloseBlenderLid 900 Lid within 4 cm of closed pose, tilt <7◦; gripper

>15 cm from lid
0 0 0 0 — —

CloseFridge 900 Every fridge door joint ≤0.005 of its range 19 20 0 0/13 0.77 0.31
CloseToasterOvenDoor 450 Door joint ≤0.005 of its range 0 18 0 0 — 0.53
OpenCabinet 1050 Every door joint ≥0.90 of its range 9 8 0 0 3.42 2.83
OpenStandMixerHead 450 Head joint >0.99 of its range 0 8 0 0 — 1.56

Drawers and racks
OpenDrawer 750 Drawer slid out ≥95% of 0.55× its depth 1 0 0 0/19 24.67 —
SlideDishwasherRack 450 Rack joint ≥0.95 of range (out) or ≤0.05 (in) 5 13 0 1/19 2.81 1.40

Buttons, knobs, levers
TurnOffStove 750 Named burner’s knob within 0.35 rad of off 1 7 0 1 25.42 2.94
TurnOnElectricKettle 450 Switch lever pressed to ≥0.95 of its range 0 10 0 0 — 2.71
TurnOnMicrowave 450 Start button pressed; gripper then >15 cm from it 0 20 0 0 — 0.32
TurnOnSinkFaucet 600 Handle joint angle in (0.40, π) rad (water on) 1 0 0 0/19 23.92 —

Navigation
NavigateKitchen 450 Base within 0.20 m of goal pose at the fixture; cos(yaw

error) ≥0.98
2 8 0 0 2.85 1.69

All 45/360 193/360 0/360 5/350 9.15 1.83

D DOWNSTREAM POLICY LEARNING

Data. – We use the six tasks where CAPEX succeeded on at least 15 of 20 starts (the next tasks
reach 13). For each task, the CAPEX chain continues on further human starts of the same kitchen
until it has 50 successes or the starts run out. Each CAPEX demonstration is paired with the
human demonstration recorded from the same start, giving 50, 46, 50, 50, 33 and 35 demonstrations
per source for CloseFridge, TurnOnMicrowave, PickPlaceCounterToStove, CloseToasterOvenDoor,
PickPlaceToasterToCounter and PickPlaceSinkToCounter. Both sources are re-rendered at 256×256
by RoboCasa’s converter, so they share one image pipeline.

Evaluation. – Each trained policy runs 50 rollouts in the demonstrations’ kitchen with target-split
objects, and success counts if the task condition holds at any step. We report the mean and standard
deviation over training seeds 0–2. Per task, the two sources are compared with Fisher’s exact test on
pooled rollouts; across tasks, with a Cochran–Mantel–Haenszel test.
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Table 8: Policy recipes. DP follows RoboCasa365’s Diffusion Policy recipe; ACT uses LeRobot’s implementa-
tion. Both sources are trained identically.

Diffusion Policy (fine-tuned / scratch) ACT

Inputs 3 RGB views at 256×256; end-effector
position, quaternion and gripper joints

Actions 12-D at 20 Hz: end-effector deltas, gripper,
base, control mode

Language CLIP ViT-L/14 instruction embedding none
Model ResNet-18 encoders, transformer denoiser;

DDPM, 100 steps; predicts 10 steps, executes
8

ResNet-18, transformer, CVAE (latent 32);
chunk 20, temporal ensembling

Initialisation RoboCasa365 multitask checkpoint / random ImageNet backbone
Optimiser AdamW, lr 10−4, cosine, 500 warm-up steps,

EMA
AdamW, lr 10−5, constant

Training batch 16; 20k steps (budget study: 50k and
100k); seeds 0–2; final weights evaluated

E REAL-ROBOT EXPERIMENTS

E.1 FRANKA: POLICIES TRAINED ON COLLECTED DEMONSTRATIONS

Robot and collection. – A Franka Emika Panda arm with its parallel-jaw gripper is controlled like the
simulated robot. The model chooses end-effector waypoints, and an executor servos them at 20 Hz
through Deoxys’ operational-space controller. The model receives RGB images at 640×360 from
a fixed exterior Intel RealSense D435 facing the robot and a wrist-mounted RealSense D435, but
no depth. The three tasks are Pick Coke (“grab the coke can and lift it up”), Stack Cups (“stack the
orange cup onto the green cup”) and Stack Blocks (“stack the blue block on top of the green block”).
CAPEX data were collected using the same object configurations as the paired human-teleoperated
episodes. The operator judges success, and failed attempts stay in memory. Collection took 83
attempts for 62 successes, at $0.53 and 13.3 requests per demonstration: Pick Coke 20/35, Stack
Cups 20/20, Stack Blocks 20/26. We keep 20 demonstrations per task. The human-trained policies
use the 20 human episodes whose placements those demonstrations reproduce.

Policies. – ACT and Diffusion Policy are trained with LeRobot for 100k steps at batch size 8,
separately on each source, from the two RGB views (640×360) and the 8-D end-effector state
(position, quaternion, gripper width). Each policy runs 10 closed-loop trials per task, and the operator
judges success.

E.2 BIMANUAL YAM: COLLECTION WITH AND WITHOUT THE FRAMEWORK

Rig. – Two 6-DoF I2RT YAM arms on fixed bases 60 cm apart, each with a parallel gripper. A
front camera above the table looks down at the workspace, and each arm carries a wrist camera
(RealSense, 640×480). The model receives the three RGB images at every decision. One act gives
each arm an absolute fingertip target in the base frame, an orientation and a gripper command. An
inverse-kinematics servo executes it at 20 Hz, at most 4 mm and 0.039 rad per tick, with each move
clamped to 10 cm; the arms move together, then their grippers act. The rig has no automatic success
check: the model ends an attempt with done, and the operator labels it.

Teachers. – Both teachers are GPT-6 Astra (Responses API, medium reasoning effort, stateless
requests) with the same robot, cameras, executor and safety limits (Table 9).

Tasks and protocol. – In bread and corn to plate, the left arm picks up a toy bread and the right arm a
toy corn, and they place them on a plate one after the other: the bread on the left half first, then the
corn on the right half. An attempt is accepted only if the left grasp succeeds on the first try, the plate
does not move and the bread goes first. In bowl handover, the left arm lifts a bowl by its rim, hands
it to the right arm in the air, and the right arm sets it down upright on the right side; the bowl may
not touch the table between lift and set-down. Base trial N starts from the arrangement of CAPEX
trial N : the operator matches the scene to an overlay of that trial’s recorded front image. CAPEX
collected until 20 successes (21 attempts per task); Base GPT-6 Astra made 20 attempts per task.
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Table 9: The two teachers on the YAM rig.

Base GPT-6 Astra CAPEX

Prompt interface only (the two-arm version of the
simulation base prompt)

the simulation prompt plus YAM embodiment
passages (grasp alignment, rim pinching)

Per decision one waypoint a plan of up to 24 waypoints, each with a
stated confidence; committed up to the first
later waypoint with stated confidence below
0.5

Perception RGB only RGB, and locate_pixel on calibrated
depth

Memory none reliability skeleton and two of the run’s own
successes with their start images

Collection time runs from the start of an attempt to its end, including model latency and robot motion,
and excludes resets and labelling.

Table 10: Collection on the YAM rig. Success is the operator’s label, with a 95% Wilson interval. Time, model
calls and API cost are totals over all attempts divided by the successes. Both teachers ended every attempt with
done; the operator rejected 22 of Base GPT-6 Astra’s 40 claims and 2 of CAPEX’s 42.

Task Teacher Success 95% CI Min./success Calls/success $/success

Bread and corn Base GPT-6 Astra 12/20 39–78% 3.33 25.7 1.10
CAPEX 20/21 77–99% 1.49 7.5 0.43

Bowl handover Base GPT-6 Astra 6/20 15–52% 7.58 61.5 2.73
CAPEX 20/21 77–99% 2.26 15.8 0.88

Both Base GPT-6 Astra 18/40 4.75 37.6 1.64
CAPEX 40/42 1.87 11.7 0.65

F QUALITATIVE EXAMPLES

Figures 5–7 show recorded attempts on the Franka, the YAM rig and in RoboCasa.
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Figure 5: Closed-loop rollouts on the Franka of Diffusion Policy trained only on 20 CAPEX demonstrations per
task, six evenly spaced frames from the exterior camera (cropped to the workspace). Instructions: Pick Coke,
“grab the coke can and lift it up”; Stack Cups, “stack the orange cup onto the green cup”; Stack Blocks, “stack the
blue block on top of the green block”. Durations: Pick Coke 9 s, Stack Cups 34 s, Stack Blocks 38 s.
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Figure 6: Bimanual YAM, front camera, six evenly spaced frames per attempt. Top two rows: bread and corn to
plate from the same start (trial 5). CAPEX places both items without moving the plate (32 s); Base GPT-6 Astra
pushes the plate off its position, reports the task done, and the operator labels the attempt a failure (37 s). Bottom
row: bowl handover, CAPEX (trial 0, 49 s): lift by the rim, hand-over in the air, set-down upright on the right.

23



1242
1243
1244
1245
1246
1247
1248
1249
1250
1251
1252
1253
1254
1255
1256
1257
1258
1259
1260
1261
1262
1263
1264
1265
1266
1267
1268
1269
1270
1271
1272
1273
1274
1275
1276
1277
1278
1279
1280
1281
1282
1283
1284
1285
1286
1287
1288
1289
1290
1291
1292
1293
1294
1295

Under review as a conference paper at ICLR 2027

C
A

PE
X

H
um

an

Pick the mango from the plate and place it in the pan. (PnP Counter To Stove): CAPEX 239 frames (11.9 s), human 212 frames (10.6 s).
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Close the toaster oven door. (Close Toaster Oven Door): CAPEX 270 frames (13.5 s), human 178 frames (8.9 s).
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Press the start button on the microwave. (Turn On Microwave): CAPEX 146 frames (7.3 s), human 133 frames (6.7 s).

Figure 7: Demonstrations collected by CAPEX (top rows) and the human teleoperated demonstrations recreated
from the same initial states (bottom rows), six evenly spaced frames each; for each task the CAPEX demonstration
closest to the task’s median length is shown. These pairs are training examples of the downstream policy study
(Sec. 4.4).
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